OWN YOUR MEMORY

WAKU

One memory that
follows you across
every Al harness.

BACKED BY CHARACTER.VC
GITHUB.COM/SHENSEANCHEN/WAKU-AGENT
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Giulio Camillo -+ the Theatre of Memory, 1530s

The machine it needed did not exist — until now.


https://github.com/ShenSeanChen/waku-agent

[00] TEAM

MEET OUR TEAM

FOUNDER 0B X o
. ]
i Google Walmart > <
MIT - Operations Research & AI Ex-Google - 10M+ Business Messaging Ex-Walmart - AI PM, Merchandising &
Assortment
FOUNDING BACKEND ENGINEER Eﬂ FOUNDING DESIGN ENGINEER ﬂﬂ

EMILY TSAI
C Col gz

End-to-end product & frontend - Former
Business 0Ops & HR

IAN ZHAO
amazon aws

Ex-Amazon & AWS - Global B2B AI Backend
Systems



https://www.linkedin.com/in/shen-sean-chen/
https://x.com/ShenSeanChen
https://www.youtube.com/@SeanAIStories
https://www.linkedin.com/in/yang-zhao2/
https://www.linkedin.com/in/eemilyytsai/

[01]

HOW WE STARTED: WAKU AGENT

Waku Agent reached 1,000 GitHub stars in 25 days. It reached 100 stars in the first 18 hours.

1,881

GITHUB STARS

382

FORKS

238

CONTRIBUTORS

2M+

ORGANIC REACH

TRACTION

ShenSeanChen/
waku-agent

Waku Waku! Waku Agent is a local-first Al agent
harness you actually own, including loop, memory,

eval, all in code...
A 31 ™ 12 L 3 v 2k % 382

Contributors Issues Discussions Stars Forks

O

LIVE FROM GITHUB GITHUB.COM/SHENSEANCHEN/WAKU-AGENT



https://x.com/ShenSeanChen/status/2086771219345428809
https://github.com/ShenSeanChen/waku-agent

[02]

BUILDING IN PUBLIC

DISTRIBUTION

AUDIENCE BECAME OUR FIRST USERS

Our You Can Build Anything series teaches the stack Waku is built on.

YOUTUBE.COM/@SEANAISTORIES

2M+ organic reach turns into installs,

stars and contributors.

ss'n’EORIES . AN NI%‘ILD 551%1511{'555 chwy NIBA‘{ILD sSTEORIES "% Awy ﬁﬁ’&o
AI Agent System e _—
_ esign gent Memory System
Harness, Loo LM Ops, Eval Design AT 6"1 Systems
RAG, Evals

Function Calling,
Vector Database

AGENT HARNESS & LOOP ENGINEERING Al AGENT SYSTEM DESIGN Al AGENT MEMORY SYSTEM
269K views 166K views 53K views
'S You EAN' You ' You
SS-FSEtES ANy NJ_I*BUILD SSTORlés 4Ny NIBP\(._IIILD SS'FSLEE\%:ESS %Ny %’ILD

Loop VS Graph Engineering

Why So Many AT Buzzwords?

AI AGENT GRAPH ENGINEERING

51K views

Hermes Agent

Harness, LooE Engineering

Build Your Own Local AT Agent
Harness & Lc°In Real Code

HERMES AGENT HARNESS

36K views

WAKU AGENT: HARNESS IN REAL CODE

31K views



https://www.youtube.com/watch?v=GrNbuWWJYiI&list=PLE9hy4A7ZTmpGq7GHf5tgGFWh2277AeDR
https://www.youtube.com/watch?v=GrNbuWWJYiI&list=PLE9hy4A7ZTmpGq7GHf5tgGFWh2277AeDR
https://www.youtube.com/watch?v=CyLYY_xb5bQ&list=PLE9hy4A7ZTmpGq7GHf5tgGFWh2277AeDR
https://www.youtube.com/watch?v=mY3bR9qjZr4&list=PLE9hy4A7ZTmpGq7GHf5tgGFWh2277AeDR
https://www.youtube.com/watch?v=IMLwvK08JVc&list=PLE9hy4A7ZTmpGq7GHf5tgGFWh2277AeDR
https://www.youtube.com/watch?v=LqG1q5NpOBE&list=PLE9hy4A7ZTmpGq7GHf5tgGFWh2277AeDR
https://www.youtube.com/watch?v=rvRyBhILrls&list=PLE9hy4A7ZTmpGq7GHf5tgGFWh2277AeDR

[03] PROOF

PROOF

DON'T TAKE OUR WORD FOR IT

Nous Research (Hermes) and Pi replied to our videos. Supabase featured our open-source template.

. Supabase & @supabase - Mar 11,2025 | &
Made with Supabase

Know more about Projects by @ShenSeanChen, Atomic CRM @marmelab,
GymBrah by @FedericoFan, and more!

M [9/12]

Pi [ o
F @pidotdev

2:03 AM - Jul 27, 2026 - 485 Views

O e L 2 [N 3
a Nous Research
@NousResearch &{; Post your rep|y
We love this guy’s videos!
7:56 AM - Aug 11, 2026 - 9,028 Views at Shen Sean Chen 2 @ShenSeanChen - Jul 27 (A o
' “twhat’s up legend! hope you liked my explanation.
Q ! ¥3 il 112 A &

“We love this gquy’s videos!” Nous Research Reacted to our deep-dive Pi “Made with Supabase” Supabase


https://x.com/NousResearch/status/2087191501516185785
https://x.com/pidotdev/status/2081666700387205594
https://x.com/ShenSeanChen/status/1899408865826853043

[e4]

PROOF

REPOSTS

THE CATEGORY REPOSTS OUR EXPLAINERS

Five AI accounts on X reposted our explainer videos. The five reposts drew 1.9M views in total. Waku Agent reached 1,881 GitHub stars in 83

days.

Movez & A o
) @@xMovez
Ex-Google engineer explained Al agent loops, harness, evals in 20
minutes - better than 500$ courses.

trace every run = judge it with an LLM — diagnose - fix - ship.
That loop is how agents self-improve over time.
Agentloops + memory + harness + evals - thats the stack.

Watch it, then save the framework below.

LLM Ops which stands for Large Language Model Operations &

y PrecisOx & E [

@precisox

{4 Translated fram Spanish Show original {3
Ex-Google engineer just dropped a complete 1-hour course on building
self-improving Al agents from scratch:

00:00 - How a self-building agent is born

03:01 - soul.md: the file that controls everything

30:16 — Smart RAG: you only pull 20 relevant messages, not the 2,000
31:48 - The loop that knows when to stop on its own

35:14 - Detecting the error and fixing the prompt right then and there
50:22 - How Claude compresses and optimizes your memory
automatically

1 hour of practical content that's worth more than most paid courses on
agents.

Watch it full, save it&

Rate this translation: b G

@O0xMovez 566K views

e‘ Shen Sean Chen &
& @shenSeanChen

I’m the actual human who made every single one of these videos they
keep gluing together without asking. They love calling me ‘ex-Google
engineer’ or ‘this guy’. Follow this guy and let’s actually chat. Original
post is right here:

x.com/shenseanchen/s...

Want the real Al Agent Harness System (Loop + Memory + Eval) instead
of the mash-up? Grab my open-source Waku Agent (almost 1k stars):
GitHub.com/shenseanchen/w...

Original YouTube channel: yt.seanchen.io
(Better for your eyes. Trust me:))))

| also run a community where | host live biweekly Q&As and share all the
original system-design files:

whop.com/sean-aw—commun .

@X @elonmusk @benjitaylor @singhai @dinkin_flickaa please fix the
thefton X.

@vattybear thanks so much for the constant support my friend! &%

(7 CyrilXBT @ @cyrilXBT - Aug 4
THIS GUY MAKES COMPLEX Al AGENT CONCEPTS RIDICULOUSLY EASY TO

@precisox 449K views
ﬂ Codez & A
¥ @0xCodez

Ex-Google engineer reveals how to build Al agent loops, harnesses, LLM
ops, and evals in 19 minutes.

Trace — evaluate = diagnose - fix = ship - repeat.
That loop is how agents self-improve over time.

Agentic loops + harness + memory + evals - that’s the senior engineer
stack.

This is better than $500 paid courses on the same topic, explained in
under 20 minutes.

Watch it, then save the framework below.

/

Our reply 336K views

@O@xCodez 173K views

o CyrilXBT &
‘9 @cyrilXBT

THIS GUY MAKES COMPLEX Al AGENT CONCEPTS RIDICULOUSLY EASY
TO UNDERSTAND.

No jargon wall. No assuming you already know what a reward model or
an evaluation harness is.

Just a straight line from "I have no idea how agents actually work" to "oh,
that's genuinely simple.

The best explainers do not simplify by cutting corners. They simplify by
finding the one analogy that makes the whole thing click.

@ hermes-agent

@cyrilXBT 399K views

@. Shen Sean Chen [} - You
'@ Founder Waku.One | Ex @Google @MIT | OnePiece/Pokémon Fan | ...
Visit my website
1mo - Edited - ®

Hermes Agent by Nous Research is an incredible Al agent harness platform that
inspired me so much about how to build local memory systems and loop
engineering for Waku Agent (https://Inkd.in/epuvW-KA)

Glad that my videos got recognized by the official team on X. Will continue to
produce more Al content on agent harness.

Full YouTube Tutorial: https://Inkd.inferVibJvqg
You Can Build Anything. You Can Learn Anything.

No jargon wall. No assuming you already kn...

Hermes on LinkedIn 41.3K views

Lunar & o -
J @LunarResearcher

Ex-Google engineer just released a free 3-hour course on building and
monetizing Al agents.

How to go from one agent to a full system that finds leads and makes
money:

00:00 - Design an Al agent system

07:38 - Add human handoffs

19:27 - Understand RAG and vector databases
52:38 - Deploy agents to Google Cloud

1:25:57 - Turn agents into a paid WhatsApp business
1:33:00 - Convert conversations into leads

2:24:01 - Learn loops vs graphs

2:33:08 - Build a multi-tool agent graph

Most people are still building Al demos.
This course shows the full stack:
Agents = RAG — Deployment = Leads = Revenue

Building agents is the old workflow.

Monetizing agent systems is the new one.

@LunarResearcher 351K views

@L Shen Sean Chen &
&S @ShenSeanChen

| open sourced my local Al personal assistant: Agent Harness & Loop
Engineering in real code.

Everything in real code you can read in an afternoon: Harness, Loop
Engineering, Memory, Eval, Tracing.

100% local on your laptop.

M Github Repo: github.com/ShenSeanChen/w...
= Buy me a coffee: buy.stripe.com/5kA176bA895ggo0..

The whole system is one loop:
message in = retrieval gate = agent run - tools fire = trace = eval -
memory saved - skills grow

- The loop is ~95 lines of plain Python

- Your memory is one SQLite file. Open it. It's yours.

- Evals built in: deterministic + LLM-as-judge, with a release gate
- Telegram gateway, voice wake word, Apple Calendar tools

In the video it books the World Cup QF on my calendar, remembers who
my friends are, and answers me on Telegram.

Clone it. star it. break it. PR it. Reno + 20-min walkthrough in the first

Our open-source launch Original


https://x.com/0xMovez/status/2071214176526049739
https://x.com/precisox/status/2076152320585343132
https://x.com/cyrilXBT/status/2084613319558635940
https://x.com/LunarResearcher/status/2084984207495827776
https://x.com/ShenSeanChen/status/2086540255427985732
https://x.com/0xCodez/status/2071616173620240885
https://lnkd.in/p/gEyDikMK
https://x.com/ShenSeanChen/status/2077145810828218600

[65] PROBLEM

PROBLEM

YOUR CONTEXT OUTGROWS YOUR TOOLS

01 MIGRATION FRICTION 02 DECISION HALLUCINATION

EXPLAIN AGAIN COPY-PASTE GIVE UP SOUNDS RIGHT ACTUALLY WRONG

. . . DOUBLE-CHECK EVERYTHING
AI models don't share memory. Switching tools feels like

onboarding a fresh intern every time.
The AI keeps using facts that are no longer true. The

AI confidently executes using outdated rules and bad

context.

You lose months of teaching when you
switch to another tool. The Al makes
later decisions from outdated notes.



[06]

THE REVENUE LOOP

Free local adoption drives memory accumulation.

Monetization triggers
automatically when
users hit multi-
device, multi-app, or
team collaboration
limits.

01

LOCAL-fiRST ADOPTION
Free local agent drives
zero-cost memory capture.

04

PAID CLOUD HOSTING

Users pay for cloud sync,
audit logs, and web UI.

BETTER RECALL ON
OLD MEMORY

FLYWHEEL

02

MEMORY ACCUMULATION

More usage builds a richer
personal memory graph.

03

SYNC & SHARING LIMITS
Local-first fails when
users need multi-device or
team access.




[07] MARKET

BEYOND HUMAN

AI agents are the fastest-growing users of AI. Most companies buy their AI tools instead of building them.

AGENT ADOPTION ENTERPRISE DEPLOYMENT

Agent tokens in August, up from 0.51T in February Enterprises with AI in regular use
. . 9/ . .

5 times the growth of human use over the same period 7(3 0 buy AI rather than build it

OPENROUTER DATA, AUG 2026 MCKINSEY, NOV 2025 - MENLO VENTURES, DEC 2025


https://the-decoder.com/ai-is-becoming-ais-biggest-customer-as-agentic-token-usage-jumps-14x-on-openrouter/
https://www.mckinsey.com/capabilities/quantumblack/our-insights/the-state-of-ai
https://menlovc.com/perspective/2025-the-state-of-generative-ai-in-the-enterprise/

[08] WHY WAKU -

PORTABILITY

ONE MEMORY, EVERY HARNESS

Y Claude Code | . © Ccodex
0 Cursor - — ﬁ M — . & Copilot
WAKU
a Hermes - { @ Any MCP client

Stored once. Handed over in
the shape each tool reads.

1 0OF 3



[09] WHY WAKU

SELF-MAINTAINING

WAKU REMOVES A FACT WHEN A
NEWER DECISION REPLACES I'T

01 YOU “We authenticate backend requests with JWT.”

02 WAKU writes it down as a fact, with who decided it and when ADD AUTH STANDARD - JWT
03 YOU three months later, in another session: “Alex has moved us to OAuth2.”

04 WAKU sees the new decision contradicts the stored one, and stops handing the old rule over

RETIRE AUTH STANDARD - JWT ADD AUTH STANDARD - OAUTH2

05 YOU disagree with either one? edit or delete it — the entry is yours

Every fact carries who decided it and when — and a person can overrule it. The record is the team’s, not the model’s.

2 0F 3



WHY WAKU -

[10]

THE DIFFERENTIATOR

WAKU WRITES DOWN TEAM
DECISIONS WHILE PEOPLE WORK

auth - JWT copy tone auth - JWT
auth - JWT
Sean's agent Mia's agent Yang's agent

Nobody on the team has to stop and write a decision down. Waku writes the decision down instead.

3 0F 3



[11]

COMPETITIVE LANDSCAPE

Notion $& Confluence
Curated docs a human
has to go and read

PER-HARNESS

TEAM KNOWLEDGE

» WAKU

Reviewed team lessons reach every
AI tool.

LANDSCAPE

EVERY HARNESS

¥ Claude Code &3 Cursor
@ ChatGPT
Memory locked to the
tool that made it

PERSONAL

RECALL

# Mem0 & Zep © Letta
Vector recall,
personal, no review
step



[12] WHERE THIS GOES

ROADMAP

FROM ONE DEVELOPER
TO THE ENTERPRISE

One memory layer, three buyers. Adoption starts free and local, and every step up is a paid one.

TODAY — THE INDIVIDUAL NEXT — THE TEAM THEN — THE ENTERPRISE
Memory installs into the agents a Shared spaces and reviewed decisions: one Your models, your memory, your harness —
developer already uses. Free local, paid memory behind every teammate’s agent. inside your own boundary.

cloud. Priced per seat.



[13] THE ASK

FUNDRAISING

3M SEED

~70% team - 15% infrastructure & model costs - 10%

go-to-market - 5% operations. Roughly 18-24 months

of runway.

GOAL FOR THE NEXT 18 MONTHS

TEAM PRODUCT
Hiring 2-3 engineers into a five-to-six person team building the Automatic capture generally available across every major coding
memory Tlayer. harness, shared team memory, and the enterprise controls that

unlock paid seats.



[14] CONTACT

CONTACT

LOOKING FORWARD
TO TALKING FURTHER

FOUNDER - WAKU

SHEN (SEAN) CHEN

EMAIL

sean(@waku.one

ELSEWHERE

) ShenSeanChen X @ShenSeanChen @ (@SeanAIStories B shen-sean-chen

Waku is a product of AutoManus Technologies, Inc. - © 2026 AutoManus Technologies, Inc.


https://github.com/ShenSeanChen
https://x.com/ShenSeanChen
https://www.youtube.com/@SeanAIStories
https://linkedin.com/in/shen-sean-chen
mailto:sean@waku.one

